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D3.01 – HARMONY PLATFORM COMPONENT DEPLOYMENT 

 

1. PUBLISHABLE SUMMARY: 

 
This document shows the design of the basic software components of Big Data of WP3 for HARMONY 
Platform. 

To that end, a description of each software component to be deployed in the infrastructure is given. 
These components provide the tools to execute the project processes: intake, data curation, data 
normalisation, Common data modeller, finding processes, etc. 
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2. SCOPE: 
 

The scope of the document is the development of the WP3 and WP4 of the Harmony project. 

 

3. PURPOSE AND OBJECTIVES: 

The present document aims to define the design and the architecture of the basic technical components 
of Harmony project on the WP3 and WP4 scope. 
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4. GENERAL DESCRIPTION: 

The HARMONY project's final deliverable is a Big Bata platform that will integrate disease information in 
order to better understand hematologic malignancies (HM) and how to treat them most efficiently. 
HARMONY will achieve this from a pan-European perspective by uniting and aligning European 
stakeholders and key opinion leaders in the field. The 5-year project, which started in January 2017, is 
funded through the Innovative Medicines Initiative (IMI); Europe's largest public-private initiative aiming 
to speed up the development of better and safer medicines for patients. 

The project brings together key players in the clinical, academic, patient, HTA (health technology 
assessment), regulatory, economical, ethical, and pharmaceutical fields to: 

• Develop a data sharing platform that empowers clinicians and policy stakeholders to improve 
decision-making; 

• Establish a network reflecting the European HMs landscape;  
• Define clinical endpoints and standard outcomes in ALL (paediatric & adult), NHL, MM, AML, 

CLL, MDS; 
• Align key stakeholders on relevance of these outcomes (policy makers, payers, patients); 
• Provide means for analysing complex data sets comprising different layers of information; 
• Identify specific markers for early registration of innovative and effective therapies for HMs. 

 
In this way, the HARMONY Big Data platform will be built in WP3 and WP4 to bring support to this aims. 

• WP3 covers: Data extraction from heterogeneous data sources, Data transformation & Storage 
into a common data model to allow relationships and comparisons of treatments, patient 
history, clinical data, molecular data, demographic data, etc; and Security. 

• WP4 covers: user interface (UI) for exploiting and mining from Harmony Platform down 
umbrella security. 

 
There are Big Data techniques and technologies, we will model and exploit in order to ENRICH the data, 
turning this data into SMART DATA. 

Smart Data provides new value, links concepts and complements the original information converting 
RAW data into Meaningful and Valuable Information. 
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Figure 1. Platform Components and WP Relations. 

 

5. OPTION ANALYSIS AND COMPROMISE SOLUTION: 

The main requirement of the WP3 component is the capability of the system to process and persist the 
information retrieved from different data sources.  

After a deep analysis of the main input formats, two main strategies have been considered: 

• The triggered event when new data arrives in order to process the new data. 
• The batch processing strategy, where the different data sources are refreshed at discrete 

intervals. 

The first of the two strategies is, by far, a lot more sophisticated than the other, but it requires more 
resources in order to pull the different data sources to trigger new events of data processing. 

The core of this strategy is to install a Kafka processing platform which raises up new Kafka messages as 
soon as new data arrives. The Kafka message processing will capture these data and persist it into 
Hadoop File System (HDFS). For further information on HDFS refer to Apache HDFS. 

The other solution consists in processing the new data by using developed Extract-Transform-Load 
strategies (ETLs) to data extracted from the different sources and transform the data to fit the common 
data model. This last strategy is, by far, much simpler to the scientist’s teams, because the ETL jobs can 
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be developed by non-technical operators. 

Taking on account both strategies and crossing the requirement with the real production case of use, 
where the times when the data loaded into the system are very sporadic, the real-time processing based 
on Kafka makes no sense in the platform. 

 

6. SYSTEM DESIGN: 

6.1. System Architecture 

6.1.1. Software Elements 

The following chapters will depict the main architecture of the Big Data platform comprised by WP3. 
WP3 is in charge of the acquisition and normalisation of the data received from several sources and 
persisting the information in the common data model stored in the Big Data core. 

Besides, WP3 groups the different components that must provide an easy access to the platform users 
to analyse and process the information stored. This means that WP3 must provide accessible human 
interfaces for: 

• Query construction and query execution against the whole common data model. 
• Execute processing algorithms developed in external tools. 
• Execute algorithms developed in the tools provided by the platform itself. 

Figure 2 shows the components comprised by WP3 which are in charge of the requirements described in 
the previous paragraphs. 

 

 
 

Figure 2. WP3 components. 
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The main components of WP3 will be explained in detail in the following chapters: 

• Data acquisition: the component in charge of transforming the data received from 
heterogeneous data sources and transform them into a common data model. 

• Data storing and processing: the component in charge of persisting the information, ensuring 
data accessibility as well as the execution of distributed algorithms along the computation 
nodes that form the component. 

• Development tool: this component, in conjunction with the data storing and data processing, 
provides a series of human interfaces and tools that allow the execution of queries and 
algorithms against the common data model. 

Each of these components will be composed by a main or several software elements: 

• Data acquisition: Talend Integration Suite. 
• Data storing and processing: Cloudera technology stack (HDFS, Yet Another Resource 

Negociator (YARN), Impala, Spark). 
• Development tool: Zeppelin and Cloudera Hue (Hadoop user experience). 

 

6.1.2. Data acquisition: Talend Open Studio 

With all these main requirements in mind, the software that fits better is an ETL software. Specifically, 
the Talend Open Studio (TOS) software. 

Talend is an open source provider of data integration products. Its business model and organization more 
closely resembles that of a conventional software vendor, while still leveraging the open source model. 
The company’s flagship product is TOL, which is a code (Java and Perl plus Structured Query Language 
(SQL)) generating tool that supports both ETL and ELT (Extract Load Transform) approaches to data 
integration.  

TOL includes the business modelling capabilities (for non-technical business users), the ETL job design 
capabilities, the local metadata repository, the run-time capabilities, all components, and connectors. It 
is a full-featured data integration environment, technically and functionally on par (if not superior) with 
proprietary offerings. 

The main feature of Talend platform is its Integrated Development Environment (IDE), which can be 
found in Figure 3. It counts with more than 400 components and connectors that assure the maximum 
connectivity with any other software or data source (databases, files, web services, etc.). The component 
palette can be extended through the development of custom components or custom connectors in a very 
easy way. Besides, the IDE provides: 

• Better maintainability of the built ETLs, 
• Reduced learning curve, 
• Comprehensive set of out-of-the-box connectors and 
• Universality.  
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Figure 3. Talend Studio. 

 

Talend Open Studio is available in many flavours. Depending on what special connector may be required, 
one or another flavour is selected. In this case, the selected version of Talend is the Big Data release due 
to the fact that this version incorporates many useful NoSQL connectors that allows the users to connect 
directly with the Big Data Core of the platform. 

The architecture of the TOS version is depicted in Figure 4. As the Data acquisition component of the 
WP3 is fully comprised by TOS, it can be said that Figure 4 shows the full architecture of the Data 
acquisition component. 
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Figure 4. Talend Integration Suite Big Data architecture. 

 

The Acquisition component is composed of two submodules: 

• TOS: this submodule is the IDE that allows the users to build the loading process that charges 
the data in the common model. Simplifying, users use this submodule to build the ETLs. 

• Job executor: this submodule is in charge of triggering the execution of the loading jobs. It is 
supposed that the execution of the loading jobs will be triggered manually but, if necessary, this 
module can configure scheduled triggers to perform executions at certain hours, periodically, 
etc. It consists in a set of cron tasks scheduled by an administrator depending on the data 
velocity of the data source. Besides, this submodule is the real executor of the ETL loading 
process. It is necessary that, at least, one Job server exists but, if the platform grows, the 
replication of this kind of submodule in order to have several execution environments will be 
necessary. 

Note that the TOS software is deployed on machines outside of Harmony Hardware infrastructure 
because it is a Designer Tool. However, the Job executor exists on Harmony Infrastructure, since it is in 
charge of the execution of the data ingest ETLs. 
 

6.1.3. Data storing and processing: Cloudera 

As it was depicted in the section Software Elements, the information obtained by the different data 
sources is injected by the Talend ETL in the Cloudera platform. Cloudera is one of the most complete and 
popular distributions of Apache Hadoop ecosystems. It is licensed under the Apache open source license 
and it offers: 

• Batch processing 
• Interactive SQL 
• Interactive search 
• Role-based access control  
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The Cloudera platform is composed of several components of the said Hadoop Ecosystem. As can be 
seen in Figure 5, there are several layers to guarantee the flexibility, integration, scalability, and security 
of the platform. 

The first layer of components is in charge of providing flexibility and integration by giving the analysts 
the capacity of launch processing algorithms in several languages or execute queries using several 
frameworks. For example, depending on the requirements of the business, the data analyst can perform 
a batch processing by using Hive, Pig or MapReduce (MR) technologies or it can launch an online SQL 
query against the Big Data core by using Impala. 

The second layer is in charge of providing scalability by the use of YARN technology. Hadoop YARN is an 
attempt to take Apache Hadoop beyond MR for data-processing. With YARN, Hadoop has a generic 
resource-management and distributed application framework, whereby, one can implement multiple 
data processing applications customized for the task at hand.  

The third layer of the Cloudera platform is in charge of persisting the information and securing it. The 
core technologies are HDFS and HBase, but only HDFS will be intensively used in the early phases of 
HARMONY project. 

In the following paragraphs a more extended view of the main technologies of the Cloudera-Hadoop 
ecosystem used in HARMONY will be given. To summarize: HDFS as the persistence mechanism, Spark 
as the core analysis framework and Impala as the SQL query mechanism. 

 

Figure 5. Cloudera architecture. 

 

6.1.4. Apache HDFS 

Hadoop File System was developed using distributed file system design. It is run on commodity 
hardware. Unlike other distributed systems, HDFS is highly fault-tolerant and designed using low-cost 
hardware. 
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HDFS holds very large amount of data and provides easier access. To store such huge data, the files are 
stored across multiple machines. These files are stored in a redundant fashion to rescue the system from 
possible data losses in case of failure. HDFS also makes applications available to parallel processing. 

In order to understand the features of HDFS it is necessary to explain the two concepts of nodes that are 
managed by a HDFS cluster: namenodes and datanodes. 

 

 
Figure 6. HDFS Architecture. 

 

The namenode is a process that can be run on commodity hardware. The system having the namenode 
acts as the master server and it does the following tasks: 

• Manages the file system namespace. 
• Regulates client’s access to files. 
• It also executes file system operations such as renaming, closing, and opening files and 

directories. 

The datanode is a process that runs on every node in a HDFS cluster. These nodes manage the data 
storage of their system. 

• Datanodes perform read-write operations on the file systems, as per client request. 
• They also perform operations such as block creation, deletion, and replication according to the 

instructions of the namenode. 

Generally, the user data is stored in HDFS files. The file in a file system will be divided into one or more 
segments and/or stored in individual data nodes. These file segments are called blocks. In other words, 
the minimum amount of data that HDFS can read or write is called a Block. The default block size is 64MB, 
but it can be increased as per the need to change in HDFS configuration. 
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The main features of HDFS are: 

• Suitability for distributed storage and processing. 
• Provide a command interface to interact with HDFS. 
• The built-in servers of namenode and datanode help users to easily check the status of cluster. 
• Streaming access to file system data. 
• HDFS provides file permissions and authentication. 

Thanks to these features and the architecture shown in Figure 6, HDFS is capable of achieving the 
following goals: 

• Fault detection and recovery: since HDFS includes a large number of commodity hardware, 
failure of components is frequent. Therefore, HDFS should have mechanisms for quick and 
automatic fault detection and recovery. 

• Huge datasets: HDFS should have hundreds of nodes per cluster to manage applications having 
huge datasets. 

• Hardware at data: a requested task can be done efficiently when the computation takes place 
near the data. Especially where huge datasets are involved, it reduces the network traffic and 
increases the throughput. 

By default, Hadoop runs in non-secure mode in which no actual authentication is required. By configuring 
Hadoop runs in secure mode, each user and service needs to be authenticated by Kerberos in order to 
use Hadoop services.  

Authentication is the process of determining whether someone is who they claim to be. Hadoop has the 
ability to require authentication, in the form of Kerberos principals. Kerberos is an authentication 
protocol which uses “tickets” to allow nodes to identify themselves. 

Hadoop can use Kerberos protocol to ensure that when someone makes a request, they really are who 
they say they are. This mechanism is used throughout the cluster. In a secure Hadoop configuration, all 
of the Hadoop daemons use Kerberos to perform mutual authentication, which means that when two 
daemons talk to each other, they each make sure that the other daemon is who it says it is. Additionally, 
this allows the NameNode and JobTracker to ensure that any HDFS or MR requests are being executed 
with the appropriate authorization level. 

Authorization is the function of specifying access rights to resources. Authorization tells us what any 
given user can or cannot do within a Hadoop cluster, after the user has been successfully authenticated. 
In HDFS this is primarily governed by file permissions. 

Once the data are correctly stored and distributed in the HDFS, it is the moment to process this 
information. There are two main mechanisms in our platform: the Spark processing algorithms and the 
Impala SQL queries. 

 

6.1.5. Apache Spark 

Spark is a fast and general processing engine compatible with Hadoop data. It can run in Hadoop clusters 
through YARN or Spark's standalone mode, and it can process data in HDFS, HBase, Cassandra, Hive, 
and any Hadoop Input Format. It is designed to perform both batch processing (similar to MR) and new 
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workloads like streaming, interactive queries, and machine learning 

It provides high-level Application Programming Interfaces (APIs) in Java, Scala, Python and R, and an 
optimized engine that supports general execution graphs. It also supports a rich set of higher-level tools 
including Spark SQL for SQL and structured data processing, MLlib for machine learning, GraphX for 
graph processing, and Spark Streaming. 

 

 

Figure 5. Spark components. 

 

In order to clarify where the Spark software is, we can see Spark as the substitute of the native MR 
libraries of the Hadoop distribution. The MR capabilities offered by Spark are, by far, better in terms of 
performance.  

The main characteristics of Spark are: 

• Speed: Runs programs up to 100x faster than Hadoop MR in memory, or 10x faster on disk. 
Apache Spark has an advanced Direct Acyclic Graph (DAG) execution engine that supports 
acyclic data flow and in-memory computing. 

• Ease of Use: Writes applications quickly in Java, Scala, Python, R. Spark offers over 80 high-
level operators that make it easy to build parallel apps. It can be used interactively from Scala, 
Python and R shells. 

• Generality: Combine SQL, streaming, and complex analytics. Spark powers a stack of libraries 
including SQL and DataFrames, MLlib for machine learning, GraphX, and Spark Streaming. 
These libraries can be combined seamlessly in the same application. 
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• Runs on a wide range of environments: Spark runs on Hadoop, Mesos, standalone, EC2, YARN 
or in the cloud. Besides, it can access diverse data sources including HDFS, Cassandra, HBase, 
S3, Hive, Tachyon, and any Hadoop data source. 

Spark guarantees that when the data scientist team develops a new processing algorithm it will be run 
with no problems by Spark Core, independently of the framework (Python, Java, Scala or R) used. 

But sometimes a full processing algorithm is not necessary. Sometimes a simple (or complex) query can 
return the answer to the question that the business is making. In that cases is where Impala gain is 
stronger than Spark. 

 

6.1.6. Cloudera Impala 

Cloudera Impala provides fast, interactive SQL queries directly on Apache Hadoop data stored in HDFS. 
In addition to using the same unified storage platform, Impala also uses the same metadata, SQL syntax 
(Hive SQL), ODBC driver, and UI (Cloudera Impala query UI in Hue) as Apache Hive. This provides a 
familiar and unified platform for real-time or batch-oriented queries. 

Cloudera Impala is an addition to tools available for querying Big Data. Impala does not replace the batch 
processing frameworks built on MR such as Hive. Hive and other frameworks, like Spark, built on MR are 
best suited for long running batch jobs, such as those involving batch processing of ETL type jobs. 

Impala provides several features: 

• Familiar SQL interface that data scientists and analysts already know. 
• Ability to query high volumes of data ("Big Data") in Apache Hadoop. 
• Distributed queries in a cluster environment, for convenient scaling and to make use of cost-

effective commodity hardware. 
• Ability to share data files between different components with no copy or export/import step; 

for example, to write with Pig, transform with Hive and query with Impala. Impala can read from 
and write to Hive tables, enabling simple data interchange using Impala for analytics on Hive-
produced data. 

• Single system for Big Data processing and analytics, so customers can avoid costly modelling 
and ETL just for analytics. 
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The following graphic illustrates how Impala is positioned in the broader Cloudera environment: 

 

 

Figure 6. Impala in the broader Cloudera environment.  

 

The Impala solution is composed of the following components: 

• Clients - Entities including Hue, Open DataBase Connectivity (ODBC) clients, Java DataBase 
Connectivity (JDBC) clients, and the Impala Shell can all interact with Impala. These interfaces 
are typically used to issue queries or complete administrative tasks such as connecting to 
Impala. 

• Hive Metastore - Stores information about the data available to Impala. For example, the 
metastore lets Impala know what databases are available and what the structure of those 
databases is. As you create, drop, and alter schema objects, load data into tables, and so on 
through Impala SQL statements, the relevant metadata changes are automatically broadcast 
to all Impala nodes by the dedicated catalog service introduced in Impala 1.2. 

• Cloudera Impala - This process, which runs on DataNodes, coordinates and executes queries. 
Each instance of Impala can receive, plan, and coordinate queries from Impala clients. Queries 
are distributed among Impala nodes, and these nodes then act as workers, executing parallel 
query fragments. 

• HDFS Storage for data to be queried.  

 

6.1.7. Development Tool: Zeppelin & Hue 

The module of Development tool has a clear aim: provide rich UIs that enable the users of the platform 
to perform queries against the common data model and trigger complex analysis and algorithms against 
the said model. 

In order to provide these key features, WP3 will integrate the following two components: 

• Apache Zeppelin: a web notebook to develop queries, algorithms and views and execute them. 
• Cloudera Hue: a web interface to perform complex queries in several querying languages. 

In the following paragraphs, we provide a detailed view of these two components. 
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Apache Zeppelin is a completely open web-based notebook that enables interactive data analytics. It 
brings data ingestion, data exploration, visualization, sharing and collaboration features to Hadoop and 
Spark. It is licensed under the Apache2 license. 

Interactive browser-based notebooks enable data engineers, data analysts and data scientists to be more 
productive by developing, organizing, executing, and sharing data code and visualizing results without 
referring to the command line or needing the cluster details. Notebooks allow these users not only to 
execute but to interactively work with long workflows. 

 

Figure 7. Apache Zeppelin. 

 

Data discovery, exploration, reporting and visualization are key components of the data science 
workflow. Zeppelin provides a “Modern Data Science Studio” that supports Spark and Hive out-of-the-
box. Actually, Zeppelin supports multiple language backends which has support for a growing ecosystem 
of data sources. 

One of the key aspects of Apache Zeppelin is that the graphical and text results of the triggered queries 
or algorithms can be easily exported and shared between the users and the community. The notebooks 
URL can be shared among collaborators. Then Apache Zeppelin will broadcast any changes in real-time, 
just like the collaboration in Google docs. 

Apache Zeppelin provides an URL to display the result only, that page does not include any menus and 
buttons inside of notebooks. You can easily embed it as an iframe inside of your website in this way as it 
shown in Figure 6.  
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Figure 8. Apache Zeppelin, embeded notebook. 

 

Zeppelin use Livy to access Spark contexts. Livy is an open source Representational State Transfer 
(REST) interface for interacting with Spark from anywhere. It supports executing snippets of code or 
programs in a Spark context that runs locally or in YARN. 

• Interactive Scala, Python and R shells. 
• Batch submissions in Scala, Java and Python. 
• Multi users can share the same server. 
• Can be used for submitting jobs from anywhere with REST (user impersonation). 
• Does not require any code change to your programs. 

When the Zeppelin server runs with authentication enabled, the Livy interpreter propagates user identity 
to the Spark job so that the job runs as the originating user. This is especially useful when multiple users 
are expected to connect to the same set of data repositories within an enterprise (the default Spark 
interpreter runs jobs as the default Zeppelin user instead of use the principal from the zeppelin web). 

 

The other software tool inside the Development tools module is Cloudera Hue. Hue is a Web interface 
for analysing data with Apache Hadoop. Its key features are: 

• It is free and open source: public source code with an active community. 
• Oriented to Data Analysts and SQL Developers: Hue is tailored to make the data crunching 

experience productive. 
• 100% Hadoop compatible: it works with any Hadoop version or distribution. 
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Figure 9. Cloudera Hue. 

 

Cloudera Hue allows loading data to the platform, in case that it does not require complex processing. In 
this scenario, the Data acquisition component applies. Once the data are loaded, it allows viewing, 
processing, and preparing the data in order to perform analysis, searches and visualizations. 
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Figure 10. Cloudera Hue visualizations. 

 

Hue uses the same feature (user impersonation) that Zeppelin but it is provided by the own Hue instead 
of using Livy interface. Typical Hue setup is to have only one Hue ticket on the Hue machine and have 
Hue use 'impersonation' (aka 'doAs') when talking to the Hadoop services so that the actions are made 
as the logged-in user instead of the hue user. 

Once the users are allowed to execute applications over the Spark-Yarn cluster through the 
impersonation feature, the traditional Kerberos authentication and authorization mechanisms takes 
place like explained in HDFS: 

• authentication by ticketing. 
• authorization by file permissions. 

 

The main reason for offering two different tools that overlap several features is that Hue is a great tool 
oriented to SQL interpreters but it has no options to execute complex scripting. Instead, Zeppelin has 
reduced visualizations features but offers a full spark/python interpreter/IDE. 
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6.1.8. Security of the Software Elements 

As the adoption of Hadoop increases, the volume of data and the types of data handled by Hadoop 
deployments have also grown. For production deployments, a large amount of this data is generally 
sensitive or subject to industry regulations and governance controls. In order to be compliant with such 
regulations, Hadoop must offer strong capabilities to thwart any attacks on the data it stores, and take 
measures to ensure proper security at all times. The security landscape for Hadoop is changing rapidly. 
However, this rate of change is not consistent across all Hadoop components, which is why the degree 
of security capability might appear uneven across the Hadoop ecosystem. That is, some components 
might be compatible with stronger security technologies than others. 

There are three facets of Hadoop security and the different stages in which security can be added to a 
Hadoop cluster: 

• Facets of Hadoop Security 
o Perimeter Security, which focuses on guarding access to the cluster, its data, and its 

various services. In information security, this translates to Authentication. 
o Data Protection, which comprises the protection of data from unauthorized access, at 

rest and in transit. In information security, this translates to Encryption. 
o Entitlement, which includes the definition and enforcement of what users and 

applications can do with data. In information security, this translates to Authorization. 
o Transparency, which consists of the reporting and monitoring on the where, when, and 

how of data usage. In information security, this translates to Auditing. 
• Levels of Hadoop Security 

o Level 0: fully-functional non-secure cluster 
o Level 1: authentication checks to prove that users/services accessing the cluster are 

who they claim to be. 
o Level 2: For more robust security, cluster data, or at least sensitive data, must be 

encrypted. There should be key-management systems in place for managing encrypted 
data and the associated encryption keys. 

o Level 3: all data on the cluster, at-rest and in-transit, must be encrypted, and the key 
management system in use must be fault-tolerant. 

• Hadoop Security Architecture. 
o External data streams can be authenticated by mechanisms in place for Flume and 

Kafka. Any data from legacy databases is ingested using Sqoop. Users such as data 
scientists and analysts can interact directly with the cluster using interfaces such as Hue 
or Cloudera Manager. Alternatively, they could be using a service like Impala for 
creating and submitting jobs for data analysis. All of these interactions can be protected 
by an Active Directory Kerberos deployment. 

o Encryption can be applied to data at-rest using transparent HDFS encryption with an 
enterprise-grade Key Trustee Server. Cloudera also recommends using Navigator 
Encrypt to protect data on a cluster associated with the Cloudera Manager, Cloudera 
Navigator, Hive and HBase metastores, and any log files or spills. 

o Authorization policies can be enforced using Sentry (for services such as Hive, Impala 
and Search) as well as HDFS Access Control Lists. 
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Auditing capabilities can be provided by using Cloudera Navigator. 

 

6.1.9. Hardware Elements 

A habitual situation when a Big Data Cluster is set is to define how big the cluster must be, when the 
amount of data (volumetry) is not totally clear. 

Thanks to the scalability features of the Cloudera Big Data distribution, a perfect response to this risk is 
to start by a minimum-size cluster and add new computational nodes when needed. 

There are three types of nodes in our Cloudera platform: acquisition nodes, name nodes (also known as 
master nodes), data nodes, job trackers and task trackers. 

Some of them were defined in previous sections, but to summarize:  

• Acquisition nodes are in charge of persisting the data into the platform. 
• The namenodes are the master nodes of the cluster, in charge of coordinating the processing. 
• The datanodes are all the nodes with information replicated in them. 
• Task trackers are nodes that accept MR and shuffle tasks. 
• Job trackers are services within Hadoop that farms out MR tasks to specific nodes in the cluster, 

ideally the nodes that have the data, or at least are in the same rack. 

Due to the size of the cluster, all data nodes of the cluster will be task trackers too. And the name nodes 
will be the Job Trackers at the same time.  

So, in order to simplify the architecture diagram, only references to data nodes, name nodes and 
acquisition nodes will be used hereinafter. 

 

 

Figure 11. Cloudera nodes.  
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In the following paragraphs, each kind of node will be defined in hardware terms. 

The smallest cluster architecture that covers the platform requirements recommended by Cloudera, 
consist of:  

• 2 Namenode: each one with 16 Cores and 64 GB of Random Access Memory (RAM). Besides, 
each node will have 2 separate Hard Disk Drives (HDD):  one for the operative system and 
another for the HDFS storage. 

• 5 Datanode: each node with 8 Cores and 64 GB of RAM. Like the name nodes, this kind of nodes 
will have 2 separated HDD: one for operative system and another for the HDFS storage. 

 

As it was said before, the acquisition nodes are out of the picture in this architecture due to the use of 
Talend to incorporate the data to the platform. 

The Talend Enterprise platform or "Acquisition nodes", consist of: 

• 1 node with 4 cores and 16GB of RAM with one HDD of 500 GB. 

 

The big picture of the hardware architecture is represented in the following figure: 

 

Figure 12. Node type distribution. 

 

To understand the relationship between the hardware elements and the software elements, the 
following list presents how the cited software components are distributed along the different nodes 
types: 
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• Name nodes: 
o Cloudera Manager 
o Hue 
o Zeppelin 
o Job tracker 

• Data node: 
o Task tracker 
o Spark 

• Acquisition node: 
o Job Executor 

 

This scheme briefly represents the base open source technology which will be deployed in order to create 
HARMONY’s Big Data environment. In other words, the set of products available in the market under 
license in which the copyright holder provides the rights to study, change, and distribute the software to 
anyone and for any purpose. They will lay the basis on which GMV will develop a series of software 
components, processes and algorithms which will allow Data Curation, Data Governance, Data Security 
and Data Analysis. 
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